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Abstract
Learning more and more takes place on mobile devices. This increases the possibilities of e-Learning, but also creates new challenges, since it is not possible to make
assumptions about the environment a user is in. To allow programs to adapt to
this, and to allow users to evaluate their own actions, it is necessary to capture this
environment and the user’s actions. In this thesis, a tool was developed to capture
the activities of a user for these purposes.
This thesis is one part of a project that also includes a framework for storing activity
data and an application for evaluating the results. The data is private to each user,
with no user having access to the data of another, even if it is just in aggregated
form. Nevertheless, privacy concerns proved a very important issue. The program
runs on Android smartphones and tablets.
User testing showed that the tool meets its requirements, although some changes to
the user interface proved necessary. Convincing users to actually use the program
remains challenging due to privacy concerns.
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Conventions
Throughout this thesis we use the following conventions.
This thesis should include a CD with the source code and
compiled versions of the software developed. Alternatively, the code can also be downloaded.
Thesis-Code.zipa
a

http://ferroequinologist.de/masterthesis/thesis-code.zip

Text conventions
Source code and implementation symbols are written in
typewriter-style text.
myClass
The whole thesis is written in American English.
Other conventions
In some code samples, parts were left out to avoid distracting from the issues being discussed. The full code is included in the source code that accompanies this thesis.
Where generic users are referred to, the pronoun “he” is
used for easier reading.
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Chapter 1

Introduction
The classic classroom scenario has always been only one of
many different learning environments. Learning can just
as well take place at home, outside or in a bus, alone or in
groups. This is being aided by modern mobile technologies, in particular smartphones and tablets, which allow
access to a wide range of information and tools from anywhere.

Mobile learning

Consequently, there is no longer a default environment for
e-learning solutions. Many explicit or implicit assumptions
about the learning environment can be wrong at any time.
For example, in a public location, audio cues may be undesirable. On a moving bus, it becomes harder to hit smaller
targets or perform certain gestures. When walking, a user
might want a bigger font size and less texts, because he
will be frequently distracted. The information about what a
user is currently doing, both on the phone and in the world
around it, is the user’s activity context.

Environments

An e-learning application for a mobile phone or tablet
should have the ability to sense these changes and react to
them in real time. This could include adapting the user interface in real time to changing solutions, or track whether
a user is distracted or in need of assistance. Additionally,
there may be data mining applications, for example to tell
users when they learn most or best.

Adapting and
evaluating

1
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Figure 1.1: Overview over the various parts of a user’s context. Graphic by Thüs
et al. [2012], used with permission.
Research question

The goal of this master’s thesis is to evaluate how the necessary context information can be retrieved on Android
phones. This will be achieved by implementing an application that does this. It is part of a larger project to retrieve,
store, process and react to data about this activity context.

1.1
Context

User context

There are different ways to describe a user’s context. An
overview over all the parts of a user context and the way
it is used is shown in figure 1.1 by Thüs et al. [2012]. In
accordance with this, one can divide the user’s context into
several parts:

1. The intrinsic state consists of the user’s knowledge,
motivation and intentions. This includes both the

1.1
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short- and long-term goals. An example is the decision to search Wikipedia for the term “train control
system”, and the long-term decision to learn more
about railroad safety. It is not usually possible to measure this context directly, short of asking the user.
2. The extrinsic state consists of the data of the user that
can be measured. From the extrinsic state, it is possible to guess about the user’s intrinsic state to a certain
degree. In particular, it is possible to learn about the
short-term goals, by tracking what the user is actively
doing, but the long-term intentions are not as obvious.
3. Technology covers all the tools and means used to
measure the data.
The extrinsic state can further be divided into three states:

Extrinsic

1. The biological context. This relates to the biological
functioning of the user, such as heart rate. Research
in the games industry has shown that this information can be very helpful to enrich a playing and learning situation, as explained by Ambinder [2011]. However, obtaining it requires dedicated sensors that a
user has to choose to use. These sensors can be very
invasive at times.
2. The environment context. This is the information
about anything outside of the user’s direct sphere of
influence. It can include information like the current noise level, the position, ambient temperature,
whether a user is moving and so on.
3. The activity context. Included in this is all information about what a user is doing.
The focus of this thesis lies exclusively on the activity context. The activity context is a very diverse field, since essentially all software actions can form part of it. Unlike the
other two contexts, the activity context does not require any
hardware support. As such, the concept of a sensor does
not directly apply. Any sensor is a virtual sensor, consisting exclusively of software.

Activity Context

1
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The entire project

Parts

This thesis is part of a larger project, which also includes a
framework to collect usage data, and a tablet app for analyzing it. The project is described in more detail in section
3.2.

Storage

For storage of the data, the MLCFramework by Yalcin
[2012] is used. This framework was developed in parallel
to store context information from various sources. It runs
as a web service, to allow users to collect data from different devices and use it on different devices, for example on
phones and tablets.

Analysis

To analyze the data, Keeratibumrungpong [2013] is developing an application for Android tablet devices that will
allow evaluation of the stored data, using different visualizations.

5

Chapter 2

Related work
There have been previous attempts to collect attention data,
but all with different focuses than this project.

Others

The ContextPhone project by Raento et al. [2005] describes
a framework for gathering context data on a mobile device,
including external sensors (such as the current GPS position) and internal state of the phone. The internal state,
gathered via virtual sensors, includes what application is
currently active, whether the phone is idle, whether it is
being charged, text messages sent and received and similar. It is implemented for Symbian-based mobile phones.
Because Symbian uses a different system architecture, with
programming in C++, it is not possible to adapt this work
to Android (the target of this thesis), where all high-level
functionality is provided only in Java.

ContextPhone

SocialFusion by Beach et al. [2010] is a project that similarly
focuses on tracking different kinds of data on mobile platforms. A special feature is that it proposes to track attention
data specifically in social networks such as Facebook and
Twitter, using the APIs provided by these networks. Currently, the project is only in a proposal state and not actually
implemented.

SocialFusion

Contextualized Attention Metadata by Schmitz et al. [2011]
is another project that has very similar goals to the work
proposed here. It captures all activity on a user’s device,

CAM
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Related work

using input modules that are specific to single applications.
However, the focus here lies on desktop systems, specifically using Microsoft Windows. Because applications on
Microsoft Windows have by default more access to other
application’s data than on most mobile devices, it will not
be possible to replicate the approach directly or re-use any
of the code developed for the CAM project.
SMALA

SMALA by Rebholz et al. [2012] is a tool developed as part
of the SAiL-M project (Bescherer and Spannagel [2008]), to
capture user activity in Java applets and applications that
specifically include it. Applications have specifically integrate support for SMALA. The goal is to support learning applications, by tracking the actions users take within
them, and allowing teaching staff to review it and give
hints where necessary. In its approach requiring integration by the application developers, SMALA differs significantly from the other tools. It is also designed to share the
collected information with third parties, in pseudonymized
form, but it contains no means for the user of retrieving
his information for use in other applications. However, it
shares similarities in particular with CAM, using a very
similar data model and client-server communication. It
also shares the problem of identifying user actions.

2.1

Approaches that can be adapted

Differences

All projects are trying to solve overlapping sets of goals and
share similar approaches. However, none of them support
Android devices and the specific data input sources available on them. As such, none of the solutions can easily be
adapted for the problem that is to be solved here. Nevertheless, since they face some of the same problems, it is
possible to re-use some of the same solutions in an adapted
form.

Data model

The data model of the MLCframework, described in detail
in section 3.2.1, is designed to be compatible with CAM.
It is also a super-set of the data model used by SMALA.
Both of these approaches use different XML serializations.
CAM uses a custom XML schema (Wolpers [2010]), while

2.1
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SMALA uses a version based on the Apple Property List
XML serialization format. For the current usage, XML was
judged as too heavy-weight, especially considering that the
chosen data model is not identical to either version, so
JSON (JavaScript Object Notation) was used instead. Nevertheless, it should be easily possible to convert SMALA
data to MLCframework data, and both to CAM, if this is
desired.
In all cases, it is necessary to identify what user interface
events correspond to what actual user action, based on the
surrounding context. Sadly, none of the solutions presented
offer any information on the process chosen in order to find
these semantics of user actions. It can be expected that this
is easiest with SMALA, since there, the developer of the application has the necessary subject matter knowledge when
adding support for the framework.

Semantics

All approaches except ContextPhone use a client-server
architecture, to collect data from multiple devices. The
project developed here shares this architecture for the same
reasons.

Client-Server

In the future, it may be possible to combine several of these
approaches to collect activity data from different sources.
For example, it could be very relevant to track activity data
on desktop devices, as CAM does, together with the information from mobile devices that are being tracked here.
Developing the same tracking technology several times is
not necessary, due to the deliberate similarities.

Combination
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Chapter 3

Foundations
The developed application relies on a number of important
concepts and technologies. This chapter gives an overview
over them.

3.1

Parts of the Activity Context

As explained in section 1.1, the activity context is just one
of several context categories a user has access to. In particular, it relates to the activities and actions a user performs.
Within the context of this thesis, this means all collected
data is about how the user interacts with the software.

Activity

The primary part of this are the actions directly initiated
by the user, such as switching applications or posting new
information on a social network. To be useful, this information must be available at a high level. For example, it is
not sufficient to know that the user pressed a button. Instead, the action that was initiated by the button is important. This is typically not easily inferred without knowledge about the context. A button labelled ”Send” can have
very different semantics depending on the application it
appears in, and where in the application it is encountered.

User actions

This means that any method of collecting this information
has to contain knowledge about the specific subject matter,

Subject knowledge
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such as the functionality of the different applications encountered, to be the most useful. Given the high number
of available applications, it is not realistic to expect that all
of them have full support. However, there is a short list of
very popular applications that can be processed effectively.
Chiefly among them are the ones included by default in the
operating system, and those focusing on popular social networks.
No games

Games and similar applications are also popular, but tracking information in them may not be very useful for eLearning. There are some cases where game-like applications can be used as learning tools or for similar purposes,
but collecting activity there poses additional challenges.
For example, for a 3D teaching application like the one developed by Kammer [2010], collecting the activity context
would include collecting the position and velocities of several objects in a 3D space. This information can not easily
be extracted without assistance of the application. For this
reason, this kind of application is not targeted in this thesis

Software events

Apart from user actions, it is also necessary to capture software state changes that were not initiated by the user, to
provide the context for actions undertaken by the user. For
example, on a mobile device, the user may not have control over whether he has Internet connectivity at all times.
If this is not tracked, then a user’s decision to not use applications relying on internet access may be misinterpreted.
Similarly, an incoming message from a social network may
interrupt a user’s current action. Not tracking this means
loosing important information about the decisions a user
makes. This information could be considered a separate
category of context, but since the ways of tracking it are
closely related to that of tracking user actions, it makes
sense to capture it along with them.

3.2
Parts

The project

This thesis is part of a larger project to capture and analyze user activity data. As shown in picture 3.1, the project
consists of three parts: Data gathering, storage and man-

3.2
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Storage and Aggregation

Evaluation

Figure 3.1: Overview over the project parts. The focus of this thesis is on the data
gathering.
agement of the collected data, and using the data to offer
analysis of a user’s behavior or provide new user experience in apps by adjusting to the context. In this thesis, the
data collection component was developed.
The entire system is built to be used in environments where
users may have several different devices. This means for
example a smartphone and also a tablet device, but other
combinations are possible. For example, there are dedicated music player devices running Android, and compact
cameras using the same system. In the future, it will also be
possible to expand the project to support other operating
systems, by developing new data collection and/or evaluation tools.

Devices

It is not the goal to generate data based on several users, or
to hand any information to third parties. In particular, this
service is designed so that it cannot be used for advertising,
covert tracking, or creating user profiles, except with the
user’s explicit permission. Nevertheless, collection of the
desired amounts of user data may raise privacy concerns
that need to be addressed at all levels.

No aggregation

3.2.1

Framework

For storage of the data, the MLCFramework by Yalcin
[2012] is used. This framework was developed in parallel to
store context information from various sources. It stores all

Overview
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events centrally and provides the shared data model. This
model consists of events that describe state changes in the
current state or one-off actions.
Implementation

The framework is implemented in Java, and uses a MySQL
database to store all events internally. It exposes its functionality as a web service that is used over HTTP.

One server

Currently, only one server is used, provided by the framework developer. Users are not required or expected to set
up their own servers, and client applications do not have a
user interface for changing the server.

Data model
CAM

The data model is a simplified version of the one used by
CAM, as described by Wolpers [2010]. In particular, data
in this system can be mapped easily to CAM, while reverse
mapping may not always be possible. This allows it to integrate the system into an existing CAM installation.

PhoneCall
Time:
Device: Mobile
Category: Activity
Type: Start
…
Number: 0241 8880081
Direction: Out
Figure 3.2: Example of an event, in this case an outgoing
phone call. The event is identified by its name. It has a
number of required metadata fields, and a number of fields
it defines itself. In this case, the direction and the phone
number are defined by the event.

Events

In this model, all data is represented as a stream of events.
An example event can be seen in figure 3.2. Events both in-

3.2
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clude one-time occurrences, such as a notification message
appearing on screen or a user pressing a button, but also
changes in long-term state. The current state is given by
the latest event that modifies this particular state.
An event consists of a set of fixed metadata and a variable
list of key-value pairs to provide additional information.
The fixed metadata includes:
• The event’s name. This defines the type of events.
Several events describing the same action or changes
to the same state will have the same name.
• The source application, to provide context and information about an event’s origin.
• A state field, indicating where the event is in its lifecycle. This can be used to mark an event as start and end
events, for situations when a certain state is temporary. An example, illustrated by figure 3.3, is a phone
call.
• A timestamp indicating when the event happened.
This will typically be earlier than the transmission to
the server.
• A category field.

The key-value items further describe the action taken. The
keys present depend on the type of event, as given by its
name. Values can be floats, integers, booleans or strings.
The type of a value is saved along with it.

Attributes

Communication
To communicate with the framework, a web service is provided, using Java 2 EE Servlets. This web service uses a
custom scheme based on HTTP and JSON for communication. It consists of two parts for each of the two interfaces in
figure 3.1. For sending gathered data to the server, a POSTbased interface is used, which delivers simple string results. Applications that evaluate the data use a GET-based

Web service
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User Action

Inferred State

Foundations

Generated Event

No call
Phone call starts

Event: PhoneCall
Type: Start

Call active

User switches to
speaker mode

Event: PhoneCall
Type: Update

Call active,
on speaker

Phone call ends

Event: PhoneCall
Type: End

No call

Figure 3.3: Example of an event using the start, update and
end categories. The current state whether there is a call ongoing is not directly stored. Instead, this can be retrieved
based on the last event with the corresponding name.

interface to retrieve the stored events as a JSON string. The
POST-based interface is also used to create new users. Both
use requests that follow the same structure, but different
methods for sending them, and different URLs to send the
requests to.
Events serialization

Both use JSON to encode events. In the events, payload
data in attributes is encoded again as an embedded JSON
string, which needs to be escaped properly. An example
event in JSON can be seen in listing 3.1.

3.2
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Listing 3.1: An event encoded as JSON. The line breaks and
tabs were added for readability.
{
"contextCategory":"ACTIVITY",
"eventName":"ActiveTaskChanged",
"sourceAppName":"unknown",
"measurementTime":"Dec 12, 2012 19:08:42 AM",
"items":
[
{
"valueJson":"\"de.ferroequinologist.acc\"",
"title":"Package",
"valueClassName":"java.lang.String",
"itemSource":"MOBILE",
"itemType":"UPDATE"
},
{
"valueJson":"\"de.ferroequinologist.SettingsActivity\"",
"title":"Class",
"valueClassName":"java.lang.String",
"itemSource":"MOBILE",
"itemType":"UPDATE"
}
]
}
All requests are JSON objects that contain user name, password, a string identifying the action to be undertaken, and
(if necessary) all events that should be stored on the server.
Relevant for the context collector are two actions:

• Creating a new user. In this case, the username and
password fields are taken to be the desired name and
password for the new user. The server does not allow creating a user with the same name as an existing
one if the password is different. If the password is the
same, then the server reports that the user was created properly, but does not actually create a new user
record, so that the application can simply re-use the
existing account with the existing login data.
It is necessary to implement this in the end application, since there is no web or other interface providing

Request structure
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this functionality. But even if this were not the case,
implementing it allows end application developers to
provide a dedicated, optimized user interface specific
to their environment, instead of forcing the user to
switch to a browser and navigate to a different, perhaps not optimized, web interface, before starting to
use the application.
• Storing events on the server. Here, the user name and
password fields have to match an existing user, otherwise an error is reported. The events are encoded
in JSON format and are included as the metaEvents
array. If no events are included, then this action has
no side effects, but will report an error when the user
does not exist or the password is wrong. This is used
by the context collector to check whether existing login data is correct.

Generating requests

In both cases, all MySQL special characters in strings have
to be escaped on the client side before sending the data to
the framework. Otherwise, errors and data corruption can
occur. As part of the framework, java classes are provided
that can be used to generate the correct request format with
the help of the Google GSON library. While this approach
is recommended, it is not required. Clients can create the
JSON strings in any fashion they choose.

Security

All communication is unencrypted. This includes passwords and collected data. There is also no authentication
of applications. As explained in section 6.2, this may have
to be altered for future developments.

3.2.2

Analysis

To analyze the data, Keeratibumrungpong [2013] is developing an application for Android tablet devices that will
allow various forms of evaluating the collected data, using
different visualization techniques.

3.3

Android
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Android

Android is a mobile operating system developed by the
Google in collaboration with the Open Handset Alliance
under direction by Google. It is available for any hardware maker, without royalty to the original developers, and
published under a free and open source license. In mobile
phones, it is the current market leader, according to IDC
[2012], with 75% of smartphones sold using it. There is also
a tablet version.

Operating System

Most relevant for this project is that Android provides significantly more freedom to app developers than competing
platforms. For example, developing an own accessibility
service (described in section 4.3.2) is not possible on any
other mobile operating system. Android also has a variety
of different inter-process communication tools.

Available APIs

Software development on Android is done in Java, using an
API that is specific to Android systems and incompatible
with standard Java AWT or Swing toolkits. The concept of
an Android application does not directly correspond to an
application on most other operating systems. Instead, an
application consists of one or several components. These
components include:

Development

• Activities. An activity consists of a user interface and
all the code required for this UI. In theory, an entire
application can be implemented in just a single activity. The recommended practice is to split an application into several activities, each of which handles one
distinct action and typically corresponds to one distinct screen.
• Services. A service is the Android equivalent of a daemon and consists of code running in the background,
typically without any user interface.
• Intent receivers. In Android, an Intent is a generic
type of message sent between different components
in the same or other applications. An intent can be
used to start an activity or service, but can also include arbitrary data.

3
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It is possible for an application to have multiple activities,
services and intent receivers. All of them can run independently, regardless of whether the others are loaded or not.
That also means that direct communication between them
is not possible. Instead, they have to use inter-process communication or various forms of shared storage to manage
state that is relevant to all of them.

3.3.1

Security restrictions

Architecture

In Android systems, there exist a number of security restrictions to prevent the exploitation of bugs, malware and
questionable behavior without user consent. These impact
this project, since the data collection desired by the developed application falls under these requirements. Most relevant are the restrictions related to sandboxing.

Sandbox

All applications run in their own sandbox. No application
can, for example, read the memory of another application,
or read or write its private files, except those created in
shared locations. Inter-process communication is possible,
but only through a specific controlled system API.

Permissions

The sandbox also prevents network communication, access
to shared file locations and access to various system state
and information by default. An application that requires
any of these features has to declare this in its manifest file,
which is included in the application bundle. When installing a new application, a user will see the permissions
it requires and have to confirm it. Users cannot grant or
revoke individual permissions, but they can choose not to
install an application that requires more permissions than
they are willing to grant.

Root access

Some features are not available to non-system applications
even with permissions, due to standard UNIX restrictions
for users that are not root. This includes direct access to several system resources, such as the frame buffer or network
devices. As a result, it is not possible to take screenshots
or log network traffic from a normal application. For several phones, it is possible to unlock root access, allowing
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applications to use these features. This is not considered a
supported standard feature, though.

3.4

Choice of JSON

The application makes heavy use of JavaScript Object Notation (JSON) at different places. As explained and illustrated
above, JSON is used to communicate with the server. It is
also used internally for application-specific configuration
files.

Instances

JSON is a very light-weight format for storing general
hierarchical data. In all its uses, it can be replaced by
XML, which offers additional features such as a richer data
model, differentiating between different kinds of nodes. It
also features built-in extension systems. However, XML
has a larger overhead and significantly less friendly APIs
for parsing information.

Less overhead

Specifically on Android, XML can be compressed by the
compiler. This might have provided space advantages for
the application-specific configuration files, in particular the
patterns (explained in section 4.3.2). However, there is no
dedicated API for parsing such XML files. All parsing has
to use XML APIs such as SAX, which require a much higher
overhead.

On Android

The developed application still uses XML in cases where
XML files are required by Android; in particular to configure the overall application and the user interfaces. In
these situations, the available tools produce XML and the
APIs require it, so any other choice would have created additional work for no appreciable benefit.

XML
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Implementation
The main work of this thesis was to develop the application that collects the activity context. It is an application for
Android 4.0 or higher, titled Activity Context Collector.

4.1

Requirements

To fulfill the goals of this project, a number of key requirements were selected.
• Collect as much data as reasonably possible
• Support for a wide variety of current and future mobile devices
• Respect a user’s privacy
• Be user friendly
The requirements, and the choices arising from them, are
discussed in more detail in the following section.

4.1.1

Collect as much data as possible

At the moment, there exists no software making use of the

No target
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target data. This means that it is not yet possible to predict
what kinds of information will be in demand. As an example: The created app collects the names of the WiFi networks that the phone is connected with. At the moment,
there is no known use for this information, especially as
the user’s position is also tracked via GPS. It would thus be
easy to reject this data as irrelevant.
Future uses

However, a future app might want to take advantage of
it, for example to compare productivity in online services
based on the network connection, evaluate whether some
networks in a certain spot show different levels of connectivity throughout the day or similar. So not collecting this
data would make the resulting app significantly less useful.

Limitations

At the same time, there are practical limits to the amounts
of data that can be collected. It is not possible to log network usage without modifying a mobile phone’s operating
system, for example, something that an end user may be
reluctant to do. A greater discussion of the data that can be
collected follows in section 4.2.2.

Extensibility

An important part of this requirement is that the application is expandable. As users start using new applications
and new data collection APIs become available, the application has to be adapted to collect information from them.
This is not something that can be automated, but the application can be designed so that this is easy.

4.1.2

Support for current and future devices

Market share

The entire project will not make sense unless app developers write applications that make use of the collected data,
and unless users install the required components. This
means it must be available on phones that have a high market share and a sufficient number of app developers. Android, as explained in the introduction, meets these requirements easily.

Single platform

It would be preferable if the app would support multiple
operating systems, to further increase its reach. This is,
however, not effectively possible. In particular, the main
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alternative goal would be iOS, used by Apple for their
iPhone, iPad and iPod touch devices. Porting an application from Android to iOS is not trivial, since Android uses
Java with a specialized virtual machine, while iOS uses
code written in Objective-C, a C dialect, running directly
on the CPU. The requirements of the Apple app store do
not allow the installation of virtual machines. In the other
direction, it is possible to run C or C++ code on both devices, but on Android, this code does not have access to
high-level functionality, including user interface handling
or inter-process communication, both features used heavily by this application. The amount of code that could be
shared would be very limited.
Finally, even if these problems were overcome, iOS provides no official means of inter-app communication, except
for a pasteboard and registering URL schemes. The security model makes it effectively impossible to try any other
means of gaining access to the required data without modifying the phone software. As explained in the last requirement, this is undesirable. This means that even if Android
support were not a concern, this application would not be
possible on iOS.

IPC availability

With the choice of Android, there remains also the question of which versions of the operating system to support.
According to Kingsley-Hughes [2012], access data to the
Google Play Store indicates that more than 50% of Android phones are still running versions prior to 4.0, released in 2011. However, of the currently released mobile devices, almost all run Android 4.0 or higher. At the
same time, restricting the application to Android 2.3 would
have severely impacted its ability to collect data using the
accessibility service method (explained further in section
4.3.2).The goal of this project is in particular to provide the
foundations for new, future solutions. Consequently, it was
decided that the application should only support Android
4.0 or higher.

Minimum version

4.1.3

Respect a user’s privacy

The data collection undertaken by this application has a se-

Spyware
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rious impact on the user’s privacy. It is the declared goal
of this application to create a detailed profile of what the
user did and when, ready in a version for data mining.
While the goal is to provide a better experience to users, the
data collection itself could easily be considered spyware if
it were running in secret. It is understandable that a user
might not want this, or may want to disable or reduce the
amount of data being collected some or all of the time.
This choice must be respected. If not, then the user will not
use the application. That means the application should:

• Inform the user. The user should not be surprised
about the fact that the application is running, that it
is collecting data, or what data it is collecting.
• Ask consent. For any given user, the application
should not start without being explicitly enabled at
least once. However, it is acceptable for the application to run in the background at startup time, if the
user has explicitly granted consent before. It must
also be possible to revoke this consent, ideally in one
centralized place, to stop all data collection.
• Be configurable. A user may consent to some data being collected, but not others. For example, they may
agree to save what application is used, but not what
the user does within this application. This must be
possible. At the same time, the users should have few,
clear settings to manage. A big questionnaire will
confuse users, not empower them to make informed
decisions.

4.1.4
Challenge

Be user friendly

Providing a good user experience should arguably be a goal
for any software that end users directly interact with, but
for this application, it is even more important. By itself,
this application does not provide any value for the users. If
they install it, then only because they hope that other applications will work better (or at all) with it. This is a significant hurdle to overcome.
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As a result, using this app should be as painless as possible.
Ideally, the user can simply download it from his app store
of choice, open it once to enable it, and then ignore it (As
explained later, this was not always possible), but at any
time come back and change their settings, without having
to remember how the program worked.

Importance

This also means that a user should not have to modify their
device to use the program. This is problematic from a data
collection point of view, since many advanced technologies
require users to modify their phone. In the most extreme
case, this would be allowing root access, a non-trivial operation that could potentially reduce the user’s security level.
A lesser example is installing an accessibility service, which
requires the user to turn it on explicitly. Such features can
be included, but most not be required.

No modifications

4.2

Collected data

Activity Context data includes a wide variety of information. It was necessary to determine what sources for it were
available and how this data is represented internally.

4.2.1

Data representation

The model for data representation is the same as the one
used in Yalcin [2012], and based on a simplified version of
Schmitz et al. [2011]. With this, all data is represented as
events. Each event represents a change in some specific
state at a given point in time. This is described in more
detail in section 3.2.1.

Summary

An event always has a name. This name is not typically
unique; events that represent the same state change (for example, a phone call beginning) will always have the same
name. It also always stores a time that represents when
the state changed. Often, this will be the time the event
was generated, but some sources of information have their
own time stamps for state changes. In that case, their time

Name and time
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stamps are used. Further, the event has metadata, which
can be split into required and optional.
Metadata

Required metadata includes the source app, which is the
application that caused the underlying event. This is represented as a bundle identifier. It also includes whether
the event is a start, update or end event. This is used to
represent longer processes. For example, when calling, an
IncomingCall event will be generated, as a start event. If
information about the call changes, an update event with
the same name will be generated. When the calls ends, an
end event will be generated. This way, later data consumers
can easily identify ongoing tasks. In cases where it does not
make sense to provide this data, this field is always set to
”update”.

Static

Further, the framework mandates a device type field and a
context category field. Since this application is focused only
on activity context data on mobile devices, these are always
set to mobile and activity when communicating with the
framework, and are not stored internally.

4.2.2
Categories

Types of data

Several unrelated kinds of data can be collected. To get an
overview, the kinds of data that are being collected can be
divided into four categories:

• Hardware state
• System state
• Application state
• User actions

Overlap

These categories are not mutually exclusive. Several pieces
of information can be considered part of multiple groups,
since any change in hardware will typically also affect the
system state, and user input will change application and
system state.

4.2

Collected data

All of this data can be described either as state or as individual events. State information means that information
is current and will remain current until this is explicitly
changed. An event is a single interaction, such as a downloaded email, a user tap or similar, which appears once and
then disappears again. In the framework and thus also in
this application, both are modeled as an ordered stream
of events. Classical events remain as events. Meanwhile,
the state is described only implicitly, through state change
events that describe the new state for every point in time
when it was changed.

27
State and events

Hardware state
Hardware state includes all information about physical
changes to the cell phone that can be recorded. In particular, the application records whether headphones are
plugged in, wall chargers are connected, and when external storage media like SD cards are inserted or removed.

System state
System state includes all software state that is not stored in
individual applications, but instead managed by the operating system. Here, the application records the connected
network (with additional details for Wireless LAN) and the
active application.

Outside applications

Also a part of system state are global software events. These
include new text messages that are received, incoming and
outgoing calls and other global notifications. All these are
considered individual events.

Notifications

Application state
Application state is specific to every particular application.
Retrieving this state proved to be the most challenging,
since there is no standard API for extracting it. While some

Inside applications
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inter-process communication is available, this is not implemented by the majority of applications in any useful way.
Reading

The implementation now chosen uses accessibility APIs to
read the screen content, with specific patterns to recognize
certain actions within Facebook, Twitter and web browser
apps. This can be expanded in the future.

User actions
Explicit interaction

The user actions are events explicitly generated by the user,
for example by tapping on the screen, entering text and
similar. They do not include the events generated in response (which are either application or system events). In
the model, they are assigned to the application they happen
in.

Context needed

In most cases, this information is not very useful, e.g. the
information that a user tapped the screen at a certain point.
It is necessary to put this information into context, which
means finding the application changes generated by the
user input. An exception to this is text entered via onscreen keyboards. This data can be useful under any circumstances, and is always collected.

Data that is not collected
Public access

The amount of data that can be collected is limited by the
public APIs available to receive information. It would be
possible to collect more data by analyzing network data or
debugging running applications. Both of these operations
would require more permissions than an Android application can normally get, and would thus require root access
to the mobile phone. This would require the user to modify
their phone on a software level. Getting this root access is
not possible on all handsets. Neither is there a standardized procedure that works on all phones. For this reason, it
was judged that such collection methods are too intrusive.

Passwords

Using the APIs provided, it would be possible to collect all
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passwords that a user enters. Due to the severe privacy
implications of this, this was not implemented.

4.2.3

Data collection levels

A stated goal is that a user can easily configure how much
data gets collected. There are various ways of implementing this, for example by giving the user a list of all data that
is collected and allowing them to set whether it should be
or not. However, this is not user friendly, since the amount
of data collectors is rather large and the specifics and privacy implications of different pieces of data are not always
obvious.

Configurability

To solve this conflict, the data that is being collected is divided into five levels:
1. The currently running application
2. System data
3. All information shown on screen
4. All data entered by the user
5. Screenshots. This requires root access to the phone.
The user sets a current global data collection level through
the user interface. In the application, each generated event
has fields for a minimum and maximum level. If the current level is not between these two, the event is discarded.
The maximum level is used to allow different versions of
an event for different levels. This way, a collector can create
one version of an event with little personal data and one
with more, and set them so that only one of them will actually get stored, depending on the level set.

Implementation

Adjusting the level only changes what data is collected
later. Setting a lower level will not delete previously collected data of a higher level. This is necessary, since the
framework does not provide any way for the producing application to delete events it already sent.

Not retroactive
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Activity Context collection

User Interface

Data Collectors
Accessibility

Polling Collectors
Broadcast Intent

LogCat

Event Patterns

Wifi, active App,
Screenshot, …

Data storage model
Local data storage
Server communication

Figure 4.1: Overview over the principal components of the architecture.

4.3
Principles

Architecture

To fulfill the goals, there were three main principles for the
architecture:

• Several loosely-coupled services.
• Each service can collect different data.
• Adding new data sources is very easy.

Expansion

This makes it possible to collect a variety of data in a way
that can easily be expanded for future applications.

Components

The chosen architecture is illustrated in figure 4.1. It consists of three main classes of components:
• Several data collectors. The data collectors are background services running either at pre-determined intervals or in response to certain events and capture
the activity context information. All data collectors
are independent of each other.
• A settings user interface. Here, the user can specify
whether logging should happen, what data can be
logged, and log in to the external context framework.
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• The core library. This includes the data model for the
events, communication with the framework, and local event data storage.
There is no general controller or manager that is aware of
all these components. They all can run independently, unaware of each other, and in parallel. This architecture is, to
a large degree, required by the Android SDK, but it also inherently meets the principles set out above. Adding a new
data collector, for example, only requires implementing it,
using the core library to store and send the events, and then
adding it to the android-manifest.xml file.

4.3.1

No center

Activity data lifecycle

The goal of the application is to store the activity context
data in the external framework. This task, however, requires an internet connection, which may not be available
or only of low quality at any given point in time. Losing
events in these cases would not be acceptable. Thus, the
events follow a simple lifecycle, illustrated in figure 4.2.
The process has three stages:

Stages

1. The event is generated.
2. It is stored in a local storage implementation.
3. Regularly, in adjustable intervals (and only when an
internet connection is available), the events from the
local storage are sent to the framework.
Once the events have been successfully sent to the server,
they are deleted from the local storage. This means that the
device does not contain a full copy of the data. The local
storage thus acts only as a buffer.

4.3.2

Data collectors

The key feature of this application is collecting data. To do
so, the program uses three different components that all fall

Server only
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User event
Application state change
System state change
Hardware state change
Gets notified or polls

Data collector
Stores event

Local storage
Sends as JSON

On device
On remote server

MLC Framework
Figure 4.2: Lifecycle of an event that gets saved.

under the notion of service, but have very different semantics about when and how they run. However, several of
them share key characteristics.

Data patterns

Different information

For several kinds of information, the same API is used to
report very divergent information. A simple example is the
logging subsystem: The information is always present in
the form of single strings, but the format of this string depends on the application or subsystem that issued it.

Semantics

The information that is desired is usually not the string itself, but rather what it represents. For example, consider
a string including Added music: 5 Updated music:
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5. The string, by itself, is not relevant. The numbers inside
it are what needs to be saved.
Extracting this information requires knowledge about the
target application. This knowledge may need to be updated
frequently, when new applications and new versions of old
applications appear. As more applications are added, the
amount of information grows quickly. It is a requirement
that this maintenance can be done in an efficient way, so
this information cannot be part of the normal application
code. To solve this in an efficient way, several data collectors use patterns. A pattern contains several key pieces of
information:

Knowledge

• A description for the kind of data that this event
matches. For example, for logging strings, it is
a regular expression like Added music\: (\d+)
Updated music\: (\d+).
• The data collection level for which an event should be
saved.
• The name, life cycle and source app for the event.
• What attributes an event should get, and how they
are to be populated.

Listing 4.1: Example pattern, slightly shortened
{
"eventName" : "UpdatedMedia",
"textPattern" : "Added music\: (\d+) Updated music\: (\d+)",
"attributes" : [ {
"name" : "addedMusic",
"valueFrom" : 0
},
{
"name" : "updatedMusic",
"valueFrom" : 1
} ],
"minLoggingLevel" : 1
}

4
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For the example given, the whole pattern would be the one
given in listing 4.1. The pattern description includes which
attributes to include, the name of the event, the logging
level and the regular exception. The description of the pattern necessarily varies depending on the data source. A
more complicated sample pattern, this time for collecting
data from the user interface, is shown in listing 4.2.

Listing 4.2: Description of a user interface element in a pattern.
"eventType" : 8192,
"sourcePackage" : "com.google.chrome",
"nodeInfo" : {
"contentDescription" : "Suchen oder \
URL eingeben",
"className" : "android.widget.EditText",
"parent" : {
"className" : "android.widget.\
FrameLayout"
}
},
Storage

These patterns are stored in JSON format and can be easily
extended. This approach allows both easily adding more
events that can be generated and reduces the amount of
code needed to parse each individual kind of event.

Polling data collectors
Necessity

In many cases, there are ways to get notified of information changes in Android, through the use of intents, a crossprocess communication facility. However, this is not available for all data sources. Since they can still contain interesting information, it is necessary to poll them in regular
intervals and record whether the data has changed. This is
implemented through polling data collectors.

Service

Architecturally, all polling collectors run as part of one service. This service is set to run in the background with no
user intervention. Once a minute, it wakes up, calls each of
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the data collectors in turn, and then goes back to sleep. The
data collectors are free to use a variety of different methods
to collect information. The methods currently implemented
are:

• Key guard collector. This collector checks whether the
key guard interface is currently present, for example
when the phone is locked.
• Network collector. This collector checks whether the
cell phone is currently connected to the internet, and
whether this is connection is the default or a failover
or roaming collection.
• Wifi collector. This collector records what wireless
network, if any, the phone is currently connected to.
This is thematically related to the network collector,
but uses a different Android API to retrieve the necessary information. It was decided to keep them separate so the code in each case is easier to understand
• Task list collector. This collector finds the currently
active task. It can also retrieve the list of recently used
tasks, but this would cause duplicated information,
since the previously active tasks will have been reported by the collector before.
• LogCat collector. This collectors records the latest
entries from Android’s system-level logging facility
named LogCat. The data collector uses patterns, as
explained above, to identify relevant information.
• Screenshot collector.

The LogCat collector and screenshot collectors make use of
external command-line tools that are included by default
with the standard Android system distribution, since there
is no direct API to retrieve the information they collect.

External tools

In the LogCat collector, the logcat tool is called. This can
produce a high amount of data in a short time, and in testing, it was found that this could overwhelm the local data
storage easily. To avoid this, the collector retrieves only the
last 30 entries in the logging data base. It also stores the

LogCat
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date of the last item retrieved. This is necessary, since it is
not possible to set a cut-off date for entries manually.
Screenshots

Screenshots are collected using the screencap tool. It
turned out that it was necessary to have root access on the
mobile device to use this tool. Otherwise, it will always
fail. This goes against the stated goal of not requiring root
access or other modifications. Nevertheless, it was decided
to keep it, to support enhanced collection when root access
is available.

Accessibility collector
Purpose of API

The accessibility collector uses the Android API for assistive applications. The original purpose of this API is to allow alternate ways of navigating the user interface. An example is the built in voice output, which alters operations
of the UI so that when the user taps on an item, a description for this item is first read aloud, and activation happens
only after an additional tap.

Capabilities

To work properly, an assistive application has to have access to all user interface elements, all user interaction with
the phone and all information present on the screen at any
time. This makes it a prime target for information collection. In Android, such an assistive application is implemented as a special accessibility service. This service has
a single entry point that gets called by the system whenever an accessibility event happens. An accessibility event
can both include an explicit user action (such as tapping the
screen) and a semantic change of the screen contents caused
by the system (such as a dialog box appearing).

Semantics

An important issue is providing context. By itself, the information that the user has tapped on a button labeled OK
is not useful. It is important to know what process the user
is completing instead. To find that, the accessibility service
collector walks through the view hierarchy to identify the
context, by comparing it to known values for certain actions. This means that the collector service has to contain a
lot of specific information for all applications the user uses.
To manage this, the accessibility service uses patterns, too.
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Here, a pattern contains part of a view hierarchy’s subtree,
which is compared with the accessibility event.
Still, the problem remains that data can only be collected
when an application is known beforehand. To mitigate this,
the application can also collect all text that is shown on
screen whenever the screen content changes.

Fallback

To understand the context of a user action, it is necessary
for the application to have knowledge of the semantics of
the user interface. A certain amount of the necessary information is included by default. For example, when a user
presses a button, the label of this button is reported. In
some situations, applications have to explicitly support accessibility, though. If a button shows only a picture, for
example, then it needs to include a text for accessibility
purposes, otherwise neither an assistive application nor the
data collector can tell it apart from other buttons in the user
interface. In practice, a significant number of Android applications do not include this information, which restricts
the usefulness of this data collector.

Pattern

A final issue with the accessibility collector is that it can not
be enabled by default. Instead, the user has to go to the
system-supplied preferences and explicitly turn it on. This
is done for security reasons, since any activity service has
access to all data ever entered by the user, making it a prime
target for malicious app developers.

Enabling it

This reduces the utility of the accessibility collector, since
a user might not know that it needs to be turned on. And
even if a user is aware of this need, they might refuse to do
so. To reduce this problem, the user interface component of
the application prompts the user to enable the service and
can directly bring the user to the corresponding page of the
system settings. For security reasons, a more convenient
solution is not possible with the standard Android APIs.

Issues

Intent collector
Android supports a number of inter-process communication systems. An important part of this are intents. An

Basics
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intent is a single message that can contain a variety of information and can be sent to one or multiple applications.
Relevant for this work are broadcast intents, which are sent
to all applications that register to receive them. Such broadcast intents can generally be sent by all applications. Most
relevant for the cases here are broadcast intents sent by
the system, which include information about software and
hardware configurations changes. For example, they include:

• Changes in attached devices, including bluetooth
connections
• Setting of system parameters, such as the localization
• The user setting the phone to airplane mode or setting
the phone to vibrate

Messages

Apart from that, it also includes information about general
services handled by the operating system, including new
incoming and outgoing calls and new received text messages.

Implementation

The intent receiver is a simple broadcast receiver registered
to receive a wide variety of these intents. To parse them
properly, the pattern system is used again. Here, a pattern consists of the intent name and possibly other information. Parameters can be received from the intent’s additional data.

4.3.3
Necessity

Local data storage

Since network connectivity cannot always be guaranteed,
the generated events are first stored locally before being
sent to the server. Two different approaches for local data
storage were evaluated: A system based on SQLite, and a
system storing the data as JSON strings in a file. Ultimately,
the JSON file storage was chosen. The SQLite approach and
the comparison that led to this decision are described in section 5.1.
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Figure 4.3: The operations of the local storage. New events simply get added to
the file, which is opened in append mode. When events are to be sent, the file gets
renamed, and the renamed file is read and sent to the server. Afterwards, it gets
deleted. When new events come in, opening the file in append mode creates a new
file, following standard UNIX semantics.
In the chosen solution, the generated events are transformed into JSON and written to a plain text file in append
mode. When sending the data, the current file is renamed,
then augmented to be a valid JSON array of events, and
sent directly to the server. If the send was successful, the
file is then deleted. The standard operation is illustrated in
figure 4.3.

Plain file

Events that come in while the send to the server is ongoing
will cause the local file storage to open the file in append
mode. Since the file will not exist (having been renamed), a
new one is created automatically. This ensures that sending
and adding new events are distinct from another. If this
was not the case, then a new event could get added to the
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file while the server is processing the contents. It would
then get deleted along with the events, without ever having
been sent.
Error handling

If the send failed for any reason, either because there was
no internet connection or the server encountered an error,
the read events are added to the back of the new file. This
means that the events in the file are not necessarily in the order in which they were added. This is not a problem, since
the MLCframework web service demands no such ordering. However, it can cause unexpected events in the local
data visualization, described in section 4.3.6.

Issues

This approach does not have the advanced filtering and
random accessing options that SQLite includes, but it reduces the necessary amount of computing, since the event
data is transformed just once.

4.3.4

Communication with the framework

JSON

The MLC framework uses an HTTP RPC interface, with a
simplified, non-standard implementation based on JSON.
It is possible to generate the necessary JSON data by hand,
or to have it generated automatically by the GSON framework, which requires using the specific classes from the
MLC framework. It was decided to write the JSON manually. This is necessary since the application uses the data
in non-standard ways. In particular, JSON data is generated per event, saved in a file, and this file is later loaded to
form part of a total JSON request.

Creating requests

To create the requests and manage the HTTP connection,
a special ServerRPC helper class is used. This class cannot be used directly, since Android does not allow network communication from the main thread, in order to
prevent a blocking user interface. Additionally, the Android API includes no pre-defined means of doing an asynchronous HTTP request. For this reason, it is necessary
to run the ServerRPC communication in a dedicated background task. This is implemented by subclassing the Android AsyncTask class, which automatically handles thread
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pool creation and thread management for all classes implementing it.
The framework expects that all characters with special
meanings in SQL are escaped before sending. This makes
it necessary to escape all data before sending.

Escaping

Login and registration
The framework has no concept of user login or logout. Each
request includes the user’s name and password, and returns an error if this is incorrect or referring to an unknown
user. This simplifies the implementation, since no login token is required, nor any special management of this. However, the approach is less understandable to users, since
they will not receive any feedback on whether the password is correct until the app tries to communicate with the
framework.

No login

To solve this, the user interface emulates login and logout. When the user logs in, the application sends a ”store
events” message to the server with the provided user name
and password and an empty list of events. This will not
change the data for the server, but it will return an error if
the username is unknown or the password is wrong. If no
error is received from the server, the new user name and
password are stored in the application’s preferences for all
further communication. Otherwise, an error is returned.

Simulation

Logging out then simply means removing the stored user
name and password from the preferences, which is implemented by setting both to the empty string. This operation
requires no server communication. A side-effect of this is
that a user can log out at any time, regardless of connectivity. This means that if a user decides to stop using the
framework, it is possible to do so at any time. An unintended effect is that a user may log out and then find themselves unable to log back in, since no server connection is
available. While this may be confusing, attempting to contact the server just to confirm the deletion of local data is
not actually useful.

Logout
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For registration, a special ”create user” message is sent to
the server. This includes the user name and desired password. If the user already exists with a different password,
the server will not allow the registration. Should the user
already exist with the same password, the server reports
that the user was registered correctly, but does not actually
create a new user internally. Finally, if the user does not
exist yet, it is created.

Sending events
Events are sent at regular intervals, using the background
task that is running for the polling data collectors. This only
happens if a username and password are available. If these
do not fit, no error is displayed, since this is the job of the
login display. The username and password are read from
the local user settings database.

4.3.5

User Interface

Configuration only

Since the application runs in the background during the entire time the phone is used, it does not present a persistent
user interface. This would be too intrusive and serve no
purpose. However, it is necessary to have a user interface
so that users can change their login data and set whether
and how much information is collected. This user interface
is shown in figure 4.4.

No surprises

A user will interact with this interface only rarely, since
these settings will stay the same during most of normal operation. As a result, users may be more likely to forget any
particularities about the way the UI works, compared to an
application they use every day. This makes the requirement
to be user friendly especially important, and mandates a
user interfaces that is simple and easy to understand. A
clear user interface is also essential for privacy protection.
If a user does not understand what options he has to protect
his privacy and how to activate them, then these options effectively do not exist.
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Figure 4.4: The user interface for configuring the application, set to collect all data that is possible.
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There are two general groups of tasks a user may want to
fulfill when interacting with the UI:

1. Changing the logged in user. This includes specifically registering a new user, logging in and logging
out. A user will need to do any of these only very
rarely. However, it is necessary to register or login
before using the application, so every user will have
to use this at least once.
2. Adjust whether and if yes how much data is collected.
A user may, for example, be willing to collect data at
work or in a university, but not while using the phone
privately. To allow the user to trust the application,
it is necessary to ensure that this task is simple and
obvious for anyone, even people who see the application for the first time. Setting how much data gets
collected is similarly important. It would be possible
to include both in the same UI element, with a scale
of data collection from none to full, but this would
make it less obvious whether data collection can be
disabled or how.

Design principles
Areas

The user interface follows the standard look-and-feel for
settings applications in Android. The settings are vertically
split into two main areas: First, configuring the data collection, and second, logging into the framework. In data collection, the user gets a simple checkbox to disable all data
collection in a central location. For adjusting the amount of
data collected, a slider is provided, with information about
the currently selected level displayed below.

Slider

The slider is not a standard part of the Android preference
API. Here, a menu would be a more conventional way of
configuring the information. However, a menu would not
make it immediately obvious what the current value is in
relation to the total available options.

Login

For login, a status display is provided, as well as buttons to
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log in, register as a new user, or log out, with the not applicable buttons inactive. Each will open a dialog field that
allows the user to input the required information. Login
is generally required before any data is collected, but users
likely need to adjust the collection settings more often than
the login information.

Implementation
The user interface is implemented as an activity that is separate from all the collection services. It will not be loaded
unless the user explicitly requests it to be. It works by
subclassing the PreferenceActivity class of Android,
which is specifically designed to present such an interface.
The specific format is loaded from an XML file, keeping
with standard Android conventions.

Activity

The login and register dialogs are both implemented as
DialogFragments, which encapsulate the details of the
specific layouts and functionality. The slider is a special
preference subclass (since such a slider is not available by
default).

Dialogs

The slider is implemented as a custom subclass of the standard Android preference. It uses the slider control available
in Android.

Slider

Changes due to user test
The current user interface is the result of user tests. A discussion of the previous version and why it was found necessary to change it can be found in section 5.3.1.

Localization
At the moment, the user interface uses english exclusively.
However, all user-visible strings use the standard Android
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resource API. This means that it is easily possible to adapt
this program to other languages.

4.3.6

Local data display

Purpose

For debug purposes, a way of displaying the local data was
implemented, too. This view was not designed to be useful to end users. It did, however, prove useful for evaluating data collection activity without accessing the server. A
screenshot of this view can be seen in figure 4.5.

Overview

This display forms its own activity. It consists of a scrolling
expandable list, where the list headers are the names of the
events, and the second layer are the attributes and metadata. This allows a quick overview over what events are
happening in general, and more detail for individual events
when this is required. It also provides buttons to reload the
data and to delete all locally stored data. This means the list
does not update automatically. Creating this functionality
for a debug-only list would have required a disproportionate effort considering its limited utility.

Deleting

Deleting all locally stored data is not considered a normal
maintenance task. It is added explicitly so that during development, the database can be cleared e.g. of events that
were generated erroneously or contains incorrect data.

Implementation

The implementation uses a an EventTableAdapter, which
accesses the local JSON data storage and generates the
needed information for the expandable list view. The individual views in the list view are not created from XML
resources, but directly in code, since there is only minimal
configuration taking place here.

Invoking

This view is opened via its dedicated field in the settings
app, specified in the preference settings.xml file. In
the version included with this thesis, the corresponding
XML element is commented out, so this feature is not available to end users. It can be enabled easily by removing
these comments.
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Figure 4.5: The local data display activity.
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Chapter 5

Evaluation
Evaluation focused on two parts: Functional evaluation
and user testing. In addition, tests to evaluate the best
method for storing local data were undertaken.

5.1

Comparison of local storage

As explained in section 4.3.3, the application uses local storage. For this, two different approaches were evaluated. The
first approach used SQLite, but was suspected to be responsible for unacceptable slowdowns during data collection
and data sending. The file storage used now was implemented as an alternative. To evaluate whether this really
brought any advantages, a comparison using a test application was done.

5.1.1

Slow operation

SQLite storage

SQLite was originally chosen to store the events locally because the necessary libraries are included by default in all
Android versions. In the system, there was one shared
database file that all components accessed. It consisted of
two tables: One contained the event and fixed metadata,
while the other included the key-value attributes, with the

Operation
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corresponding event as a foreign key. For sending data
to the server, the latest information was gotten from the
database, transformed to JSON, sent, and then deleted from
the database (if the send was successful). This means the
event data needed to be transformed twice: First to the format in the database (which was handled by the library),
and then from the database format to JSON.
Features used

The effect was that there were only two access patterns in
normal usage: Adding new elements to the end, and getting all elements at once. SQLite is able to provide random
access, filtering, sorting and other advanced features, but
none of these features were required here.

Removing local data

In the version implemented, the database tables were
deleted when the send was successful. This created a race
condition where events would be deleted if they came in
between sending the information and deleting the data.
Fixing this would have required little work, but was ultimately not necessary, as it was decided to switch to the filebased storage.

5.1.2

Test application

Overview

To compare this SQLite storage to the newly implemented
file storage, a test application was written. This test application, called Data Storage Test, is a separate Android application dedicated only to the purpose of comparing the
two solutions. It includes copies of both storage implementations, but modified so that they do not communicate with
the server. Instead, both deliver a JSON string. It also includes functionality for removing the local data.

Test case

The most important class is a test case, which generates predetermined event data, stores it in local storage and then
retrieves it as JSON, while recording the time for the latter
two actions. The test case can be adapted to produce data
of different sizes. It will run the test several times, to reduce
variations due to external factors.

Validation

An additional feature is a validation mode. Here, the test
case populates the local storage and retrieves the informa-
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Figure 5.1: Results of the tests comparing the two storage options, run on a Samsung Galaxy Nexus. In both cases, the tests were run five times, and the times
added. Times for preparing and evaluating the data were not considered.
tion normally. Then, it tests whether the result is a valid
JSON string and whether it includes the data that was originally provided. This functionality was used to ensure that
both storage options produce identical and valid results.
The user interface only consists of four buttons to start the
timed tests or validations for both the JSON file storage and
the SQLite storage, respectively.

5.1.3

UI

Test results

The test was run on a Samsung Galaxy Nexus phone, which
was connected to power the entire time. The test case was
set up to run five iterations. Event numbers between 10 and
100 were used, evenly spaced. The full test results can be
seen in figure 5.1.
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Results

In all cases, significant differences are visible. For ten
events, the SQLite storage uses 10,873 milliseconds, while
the JSON file storage uses only 343 milliseconds. At the 100
event level, SQLite takes 142,498 milliseconds, with the file
storage using 2,555 milliseconds. This is a clear win for the
file storage.

Explanation attempts

While a time advantage was expected, the clarity of the
results was quite surprising. Noticeably, in both cases,
the relation between time and events is approximately linear. This implies that the problem is not a higher overhead at low numbers that SQLite can surpass later. Instead, SQLite is simply much slower at storing and retrieving data. Output on the Android LogCat console indicates
that the SQLite test case frequently triggers the garbage collector, indicating very high memory usage, which is most
likely among the factors in the problem.

5.1.4

Other results

Stability

The switch to JSON file storage also solved some stability issues related to the local data visualization (see section 4.3.6). With the SQLite system, the system used the
default Android CursorAdapter to implement the visualization. This uses a cursor to access the database and populate the display. The cursor is the result of a database query
that the developer has to implement on its own. However,
there is no simple way to manage cursor closures. In practice, this meant that cursors were often closed prematurely,
which would cause access to invalid data and subsequent
crashes.

Debugging

The JSON file storage requires a slightly more complicated
tree view adapter that reads the data from a JSON array.
Since this does not use cursors that need to be closed, the
previous crashes no longer appear.

Low importance

Because the local data visualization is only intended as a
debugging tool, both the stability issues with SQLite and
the improvements with the JSON file storage are not considered very important points. Still, the results illustrate
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that using file storage can provide not only performance
advantages over SQLite.

5.1.5

Conclusion

The results may be different for other versions of Android
and/or other hardware. The fundamental gap between the
two solutions, however, is so large that it seems unlikely to
be bridged.

Applicability

Based on these results, it was decided to integrate only the
file-based storage into the final application.

Choice

5.2

Functional testing

A variety of functional tests were done with the application, to evaluate whether it works correctly and how much
data is collected.

5.2.1

General evaluation

The application was run on a Samsung Galaxy Nexus
phone running Android 4.1 software (without any modifications by the handset maker), using a WiFi connection
for internet access. All features of the program work as intended. There were no observed stability issues after the
switch to the file-based data storage. It was possible to communicate with the server easily.

Setup

It was also tested in emulators running on Mac OS X, which
resulted in a somewhat degraded experience, since the emulator does not provide the same performance as a native
device, and the user interface is not optimized for usage
with mouse or trackpad. Since running in emulators was
never a goal of the project, this was considered acceptable.
Other than these issues, the application worked as well in
the emulator as on the device.

Emulator
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5.2.2

Evaluation

Data collected by individual collectors

Collection

All implemented collectors work and collect data. Since
there is no target application for the collected data yet, it
is not possible to say how much the collected data matches
what is necessary. Still, a few key observations could be
made.

Polling

All the polling collectors report the data they were intended
to. There is some overlap between them, however. For
example, network state changes can be reported both by
polling and using the intent collector. In the future, it may
make sense to remove one implementation, to avoid duplicated code and the associated maintenance. However,
the different implementations deliver different amounts of
data.

LogCat

The LogCat data collector proved to show very little interesting data. Android applications are encouraged to not
write to LogCat except for exceptional events. These exceptional events tend to be at a level that is too low to be interesting, since there is often no obvious connection to user
actions. For example, LogCat logs when the garbage collector is running. While this can be interesting for debugging
of applications, it is not directly related to user action, and
thus of limited utility. Most user actions, such as switching
applications, do not appear in LogCat at all. Given the lack
of a target scenario, it is not possible to say that LogCat is
useless, but it seems unlikely that it will be helpful for the
majority of possible applications.

Accessibility

The accessibility collector proved very useful, especially in
reporting new windows and user actions. However, two
issues limit its possibilities.

Writing patterns

The most important issue is that writing rules for it proved
very hard, especially for applications developed by third
parties. Picking the relevant events out of the large stream
of accessibility events is not a trivial task due to the sheer
volume. There is no reliable way to identify UI elements
either. It is possible to access labels and descriptions, but
these depend on localization and may be repeated (with
different meanings) in different contexts. For example,
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an event indicating that the user tapped a button labelled
“OK” can be part of a large number of different operations.
The rules system allows the accessibility collector to differentiate between them, but this requires knowledge of how
a user interface looks to the accessibility API. If a different
localization labels the button differently, then the current
application has to have a new set of rules.
A second limitation is related to the accessibility APIs
themselves. While they are comprehensive enough, they
rely on some level of cooperation of targeted applications to
be useful. If several buttons have only images, but no text,
for example, then the accessibility API cannot differentiate
between them. It is possible for applications to provide text
labels for the buttons that are only used by the accessibility
API, and in fact doing so is necessary to make the application useable for users with sight impairment or other need
for assistive technologies. In practice, several applications,
both by third parties and included by Android, do not include these labels. This includes Facebook and Twitter.

Accessibility support

The accessibility APIs also do not have access to all user
interface elements, including web views and custom UI elements. This means it is not possible to read the contents of
web pages browsed to in the default browser or Chrome.
This also causes issues where an application is partially
implemented using web views, which seems to apply to
Facebook, among others. It is possible that future versions
of Android will fix this issue, as it impedes not only this
project, but also the assistive technologies for which these
APIs were originally designed.

Limitations

Nevertheless, the accessibility collector seems to have the
greatest potential for reading information, since it has (in
theory) access to the full user interface of any application,
except for the limitations above.

Possibilities

Except for the screenshot collector, no collectors were implemented that require root access. This was in line with
the requirements, which included that a user should not
have to gain root access to use the application. Due to this,
the amount of data that could be collected was limited. For
example, it was not possible to record or analyze network

Root access
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traffic. If the requirement were removed, it might be possible to collect significantly more data.

5.3

User testing

Setup

To evaluate the user interface and acceptance of the program, a user test was conducted. This user test consisted
of three parts, explained in detail in appendix A. First, the
user was asked about his or her personal background, including questions about age, education, whether they were
already smart phone users (and on what system) and how
much they value privacy. The details of this are given in
appendix A.1.

Tasks

Then, test subjects were given a number of tasks: First, to
create a new user in the framework, then enable all logging,
set different logging levels, and turn it off again. The total
list of tasks is given in appendix A.2.

Questionnaire

Finally, they were asked about their opinion about the program, including room for improvement, data they allowed
to be collected, and whether they could imagine using such
a program for themselves. The total list of questions is
given in appendix A.3.

Participation

Unfortunately, only three people participated in the test, so
it is not possible to draw useful larger conclusions from this
information. However, several trends could be identified,
both relating to the user interface and the privacy concerns.

5.3.1

User Interface changes

Old version

An important result of the user test was that parts of the
original user interface were not adequate. Figure 5.2 shows
a screenshot of the old version.

Differences

In this version, the UI for enabling and setting the level of
data collection were identical to the current solution. However, for user management, the user had three fields. The
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Figure 5.2: Previous version of the application user interface. Users had to enter user name and password by tapping the corresponding fields, then press ”Test login“ to log
in or register a new user. This version includes the button
to open the local data view. The current version can be seen
in figure 4.4.
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“User name” and “Password” fields stored the respective
information. A user could edit them by tapping on them.
Then, a text field would open where a user could enter the
information. Afterwards, he would have to tap the “Test
Login” field. This tried to find out whether username and
password were valid. If not, the user was asked whether he
would like to register as a new user.
Problems

This procedure is not standard and was not obvious to
users. All users realized where they had to enter user name
and password, but were not sure how to actually register as
a new user. It was not clear that this was even possible in
this user interface. When entering, users were also not sure
whether they had completed the task, or whether they had
to perform more steps.

Decision

Thus, it was decided to implement the current version,
which uses a more obvious approach borrowed from different web sites, with explicit login, logout and registration
steps. No new user test was undertaken, but in informal
discussions, two of the users said that they liked the new
version better.

5.3.2

Privacy issues

Reluctance

All test subjects said that they were reluctant to use the program in daily use, and if at all, would not allow it to collect
all data. A common theme was that the application and its
data collection capabilities were “scary”. In particular, the
capability to collect all text and user actions (via the activity
context collector) raised concerns.

What worked

It was agreed that it was a good idea that passwords were
not collected. The clear settings for different privacy levels
were also liked. There were no requests to make the data
collection more transparent or add more granularity to the
data collection process.

Awareness

Based on the discussions, it seems that all test subjects were
aware of the privacy implications without any prompting.
They were aware that their data would not be available to
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anyone but themselves. It was criticized that no benefit to
using this application was offered.
This indicates that there is no general acceptance for such
an application. Most users will reject it, regardless of design or implementation details, simply because they do not
want this data to be collected. This is a problem that can, ultimately, not be overcome by changing the implementation.
As a result, software developers making use of this data
should ensure that their application still works even if the
user refuses such data collection. Of course, some applications may not be useful without this data (e.g. applications
that evaluate the collected context data), but applications
that for example simply enhance the UI must be prepared
to not have this data available. It would also be very useful to have applications that provide clear benefits to end
users based on the collected data, so that a better demonstration can be performed. However, user tests revealed
that a number of users is simply opposed to this data collection no matter what benefits it might bring.

5.3.3

Work needed

Conclusion

Except for the login, the user interface works well. However, user acceptance of the application concept remains
relatively low. This means more work will have to be done
to convince users of the usefulness of the application. For
research purposes, this is not a major problem, if tests are
limited to consenting users and to specific situations and
test runs. In practical applications, however, this could seriously limit the usefulness of the application.

Practical relevance

An approach that might work would be to limit the application to collect only limited amounts of data. For example,
it could only trace data in a single application. As an example, this tool could be limited to collect data only from designated e-Learning applications, to enhance the experience
only for this field exclusively. It would also be interesting
to see whether an application would have more acceptance
if the data was stored only on the device, with no sharing to
a remote server. Both approaches are outside the scope of

Future work

60

5

Evaluation

this thesis, since they would require vastly different goals
or a re-engineered framework.
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Chapter 6

Summary and future
work
This thesis showed that collecting activity data on Android
is effectively possible. In the future, this can be enhanced
in a number of ways.

6.1

Summary and contributions

The developed program can collect activity context data
on Android phones through a variety of complimentary
means. In accordance with the requirements, it is limited
to devices with a recent version of Android, with no crossplatform compatibility. Adding more ways to collect data is
simple due to a simple architecture. The user interface was
well received except for the login part, which has been corrected now. The data is correctly transmitted to the framework and stored there. With this, the requirements are fulfilled.

Works

Thus, it can be shown that it is possible to collect activity
context data on Android mobile devices. There is no single technology that can be used to collect all data. Instead,
a combination of different tools is necessary to collect all
data. Some approaches that looked promising turned out
to be less useful in practice. A particular example is the
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LogCat logging facility, the messages of which are generally
too removed from user actions to allow judgements about
what the user was doing. In contrast, collecting user actions
via the accessibility APIs proved to produce a lot of valuable data, although filtering the relevant parts can quickly
become a challenge.
Other issues

The work also showed that collecting the data itself is not
the only concern to creating a useful application. Further
data processing has to be very efficient, too. It is clear
that even a very light-weight database management system
like SQLite will not outperform simply appending data to
a file. However, the very large actual absolute difference
greatly exceeded expectations. This indicates that SQLite
should not be used on current Android devices unless the
advanced features of a relational database are necessary, or
the amount of data is small.

Privacy and

Collecting activity context carries significant privacy implications. Convincing users that it is worthwhile and their
privacy is properly protected is a task that is not trivial, but
vitally important for any wide-scale use.

acceptance

6.2

Future work

Enhancements

While the application meets its requirements, there are a
number of ways it can be enhanced in the future. This can
happen both on its own and working together with improvements to the framework and applications using the
data.

Using the data

It was not a part of this thesis to evaluate how useful the
collected data is for practical applications. To evaluate this
properly, it would be necessary to define target applications
for the collected data and see whether the information is
sufficient or not.

More data sources

With this information, the amount of data that is being collected can and should be increased. Part of that is increasing the number of recognized patterns for the pattern-based
data collectors. It may also be possible to identify new in-
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formation sources. For example, a data collector could intercept network traffic or analyze locally stored files. This
would likely require root privileges on the target systems,
further increasing the acceptance problems of the application.
Many social networks provide web APIs to retrieve information about the user. This could be used to enhance the information gathered from the local applications. While this
information does not typically include activity data, it is
still possible to retrieve some information, for example by
looking at the times users posted status updates.

Social integration

A lot of the current problems with collecting data could be
solved or reduced if applications provided their own activity context data, in a manner similar to e.g. SMALA. While
it is unlikely that major software developers adopt this approach, it might make sense for dedicated learning tools.
In particular, it would be interesting to see whether an integration with SMALA is possible, either on the client or the
server side. That way, the work for identifying user actions
could be reused.

Application support

The network protocol currently uses uncompressed and
unencrypted JSON plain text. This is a security risk and
a potential performance bottleneck as more information is
collected. A smaller format, possibly binary, would solve
this problem. In terms of security, adopting e.g. HTTPS
would be a major improvement. Adding some sort of authentication for applications using the framework would
also add a security benefit. Escaping SQL special characters
would be better placed on the server side, to avoid malformed requests causing SQL errors or worse. Finally, it
should be possible for a user to delete all their data, including the information already stored in the framework. All
these parts would require changes to the framework.

Framework

With regards to security on the client side, it could make
sense to encrypt the local data storage, if this does not cause
new performance problems. At the moment, this is unnecessary, since an attacker could simply intercept the plain
text communication with the server.

Security

The focus of this thesis were phones, so tablet devices were
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not considered during development. It could be very useful to adapt the program to work there. Right now, the collection part of the application will run on tablets as well as
it does on phones. However, the user interface is not optimized for larger screen resolutions.
Other platforms

Finally, it would be interesting to see applications with this
functionality on other platforms. Since it uses specific Android APIs for the entire architecture, this would amount to
a complete rewrite, especially since other systems might include completely different available information. To some
degree, this is already provided by other projects, such as
CAM, which focuses on Microsoft Windows. It should be
possible to combine both projects in a useful way.

Acceptance

On a non-technical note, for more distribution, it would be
necessary to find a way to increase acceptance for an application that is only designed to collect user activity data. Solutions might include collecting less data and better user information, as well as providing clear benefits. It could also
help to release all relevant parts of this project, including at
least this application and the framework, as open source.
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Appendix A

User Test
The user test was conducted in three stages. This appendix
contains all the questions and tasks for the users.

A.1

Personal information

The test subjects were first asked:

• Their age
• Gender
• Education
• Course of study, if applicable
• Whether they were previous smartphone users
• If yes, what smartphone operating system they used.
• How often they used a smartphone, with the answer
options never, daily, several times per week, several
times per month or less.
• How much they valued privacy, on a scale from one
(very important) to six (not at all important).

A
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User Test

All test persons had an age between 22 and 29 years. Two
were men and one was a woman. All had studied at a university or were studying, with two studying computer science and one medicine. Two used smartphones, one with
iOS and one with Android, both several times per day. All
ranked privacy as one or two.

A.2

Tasks for the user

After the initial questionnaire, the users were given the following information:
The tool I want to test here collects data about what you do with
your cell phone and stores them. Other programs can then access
this information and e.g. modify the UI, automatically do certain
things if you arrive at the university, or generate statistics about
when you learn best. The data is saved in the cloud, with access
only for you, so it can be collected from multiple devices.
They were then given five tasks in order:

1. On the cell phone, a file manager is running. Install
the program in the selected folder and pay attention
to all steps. Then create a new user on the server.
2. Enable as much logging as possible.
3. Post a status update on Facebook.
4. Set the program to save as little data as possible (without turning it off)
5. Completely disable logging

A.3

Questionnaire

Finally, the participants were asked a series of questions
about the application. These were:

A.3

Questionnaire

• Would you use the program?
• Why (not)?
• What data should never be collected?
• What data can always be collected?
• Do you have any remarks about the user interface?
• Do you have any remarks about the functionality?
• What other data could be collected?
• What could be done with the data from level 1 (only
active app)?
• What could be done with the data from level 2 (system data)?
• What could be done with the data from level 3 (all
data shown)?
• What could be done with the data from level 4 (user
input)?
• What could be done with the data from level 5
(screenshots)?
• What functionality should a program using this data
have, to convince you to use the total system?
In practice, all left out most of the questions, and instead
relayed their comments in free form. The results are shown
in section 5.3.
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